
[bookmark: X05a314582384922c04ec5c64af8858281de4483]Building Counterfactual Scenario Methods for Feature Evaluations: A Six-Lesson Workshop Curriculum
[bookmark: executive-summary]Executive Summary
This curriculum delivers a complete six-lesson workshop that teaches data scientists and statisticians how to build counterfactual scenario methods for evaluating feature impact in retail settings, progressing from the Neyman-Rubin potential outcomes framework through advanced causal forests. Built on the UCI Online Retail dataset (541,909 transactions from a UK e-commerce retailer [1]), the workshop constructs treatment scenarios from observational data—such as discount exposure defined by prices below product-level medians—and applies four causal inference methods to estimate the true impact of retail features on customer revenue and behavior.
The curriculum’s most critical design choice is its progression from conceptual foundations (Lessons 1–2) through core estimation methods (Lessons 3–4) to heterogeneous effects and deployment (Lessons 5–6). Propensity score matching and inverse probability weighting provide interpretable baseline estimates of promotion effectiveness [2], while Double Machine Learning enables root-n consistent causal estimation even with complex, high-dimensional confounding—an approach validated by retailers like Lowe’s for marketing spend attribution [3]. Causal forests then unlock individual-level treatment effect estimation, enabling CATE-based targeting strategies that allocate resources to customers with the highest incremental responsiveness rather than the highest predicted baseline outcomes [2].
The workshop’s actionable framework translates causal estimates into business decisions through a structured ROI pipeline: estimate the causal effect, multiply by affected customers, subtract implementation costs, and compute net returns [2]. Combined with DoWhy refutation tests for robustness [4], this approach equips practitioners to move beyond correlation-based feature importance toward defensible causal claims about which retail interventions—promotions, pricing changes, loyalty programs, or recommendations—genuinely drive incremental value.
[bookmark: workshop-overview-and-dataset-setup]Workshop Overview and Dataset Setup
This workshop curriculum provides a structured, hands-on approach to building counterfactual scenario methods for evaluating feature importance and impact in retail business contexts. Designed for data scientists and statisticians, the curriculum progresses from foundational causal concepts to advanced machine learning-based causal methods across exactly six lessons [2, 5]. The pedagogical approach starts with conceptual foundations, builds statistical tools, then advances to applied methods—a structure validated by university adoption and expert review [5].
Target Audience and Prerequisites. Participants should have intermediate proficiency in Python or R, familiarity with regression analysis and machine learning fundamentals, and basic understanding of probability and statistics. Experience with retail or e-commerce data is helpful but not required.
Dataset: UCI Online Retail. The workshop uses the UCI Online Retail dataset, a publicly available transactional dataset containing 541,909 rows of data from a UK-based non-store online retailer collected between December 2010 and December 2011 [1]. The company primarily sells unique all-occasion gifts, with many wholesale customers [1]. The dataset contains eight columns: InvoiceNo (6-digit transaction identifier where a ‘c’ prefix indicates cancellation), StockCode (5-digit product code), Description (product name), Quantity (items per transaction), InvoiceDate (timestamp), UnitPrice (price per unit in sterling), CustomerID (5-digit customer identifier), and Country (customer’s country of residence) [1].
Treatment Scenario Construction. From this transactional data, we construct causal inference scenarios by defining treatments such as discount exposure (products with UnitPrice below their historical median), bulk purchase behavior (Quantity ≥ 12), and cross-country natural experiments using the Country field to compare customers exposed to different pricing or shipping policies [3]. Outcomes of interest include total revenue per customer, repeat purchase probability, and purchase frequency [3].
[bookmark: X3e3192780f996763a19d173ea005a73622b9fb3]Lesson 1: Foundations of Causal Inference and the Potential Outcomes Framework
[bookmark: learning-objectives]Learning Objectives
By the end of this lesson, participants will understand the distinction between correlation and causation, articulate the fundamental problem of causal inference, define the Neyman-Rubin potential outcomes framework, and identify the three critical assumptions required for causal identification in observational retail data.
[bookmark: mathematical-foundations]Mathematical Foundations
The Neyman-Rubin Causal Model (NRCM) assumes that each unit has a set of possible outcomes with respect to different treatments or interventions [2]. For each customer , we define two potential outcomes:  representing the outcome under treatment (e.g., revenue if exposed to a promotion) and  representing the outcome under control (revenue without promotion). The observed outcome follows the switching equation: , where  is the treatment indicator. The fundamental problem of causal inference is that only one potential outcome is observed per unit—the counterfactual outcome remains unobserved [2].
Key Estimands. The Average Treatment Effect (ATE) is defined as , representing the mean causal effect across the entire population [2]. The Average Treatment Effect on the Treated (ATT) is , capturing the average effect among those who actually received treatment [2]. The Conditional Average Treatment Effect (CATE) is , the effect conditional on covariate values [2].
Three Critical Assumptions. First, Consistency (SUTVA) requires that the observed outcome for a unit under a given treatment corresponds exactly to the potential outcome defined for that treatment, with no interference between units [2]. Second, Ignorability (Unconfoundedness) states that ${Y(1), Y(0)} D | X for all , ensuring every unit has a non-zero probability of receiving any treatment [2].  ### Retail Application Context  In the UCI Online Retail dataset, consider the question: “Does offering a discount causally increase customer lifetime revenue?” Here,  is the total spending of customer  if they receive a discount, and  is their spending without a discount. We never observe both for the same customer—this is the counterfactual gap that the methods in subsequent lessons address.
[bookmark: exercises-and-assignments]Exercises and Assignments
Participants should identify three potential causal questions from the UCI Online Retail dataset, specify the treatment, outcome, and potential confounders for each, and discuss which of the three assumptions might be violated in each scenario. Additionally, participants should write a brief memo explaining why a simple comparison of mean revenue between discounted and non-discounted customers does not yield a causal estimate.
[bookmark: X54a17a175792e395f6fcdbdbba3be743ace13f5]Lesson 2: Data Preparation and Treatment Construction with the UCI Online Retail Dataset
[bookmark: learning-objectives-1]Learning Objectives
Participants will learn to preprocess retail transaction data for causal analysis, engineer RFM (Recency, Frequency, Monetary) features as confounders, operationalize treatment definitions from observational data, and assess initial covariate balance between treatment and control groups.
[bookmark: data-preprocessing-pipeline]Data Preprocessing Pipeline
The preprocessing workflow involves several critical steps. First, remove cancellations by filtering out rows where InvoiceNo starts with ‘c’. Second, filter missing CustomerID values to enable customer-level analysis. Third, remove zero or negative UnitPrice entries. Fourth, compute derived features including TotalSpend (Quantity × UnitPrice) and customer-level RFM metrics [6].
[bookmark: step-by-step-implementation-guide]Step-by-Step Implementation Guide
import pandas as pd
import numpy as np

# Load UCI Online Retail dataset
df = pd.read_excel('Online_Retail.xlsx')

# Step 1: Remove cancellations and invalid entries
df = df[~df['InvoiceNo'].astype(str).str.startswith('C')]
df = df[df['CustomerID'].notna()]
df = df[df['UnitPrice'] > 0]
df = df[df['Quantity'] > 0]

# Step 2: Compute TotalSpend per transaction line
df['TotalSpend'] = df['Quantity'] * df['UnitPrice']

# Step 3: Compute RFM features at customer level
reference_date = df['InvoiceDate'].max() + pd.Timedelta(days=1)
rfm = df.groupby('CustomerID').agg(
    Recency=('InvoiceDate', lambda x: (reference_date - x.max()).days),
    Frequency=('InvoiceNo', 'nunique'),
    Monetary=('TotalSpend', 'sum')
).reset_index()

# Step 4: Define treatment - discount exposure
product_median_price = df.groupby('StockCode')['UnitPrice'].transform('median')
df['IsDiscounted'] = (df['UnitPrice'] < product_median_price).astype(int)

# Customer-level treatment: majority of purchases at discount
customer_treatment = df.groupby('CustomerID')['IsDiscounted'].mean()
customer_treatment = (customer_treatment > 0.5).astype(int).reset_index()
customer_treatment.columns = ['CustomerID', 'Treatment']

# Merge treatment with RFM features
analysis_df = rfm.merge(customer_treatment, on='CustomerID')
[bookmark: covariate-balance-assessment]Covariate Balance Assessment
Before applying causal methods, practitioners must assess whether treatment and control groups differ systematically on observed covariates. Using spend-based stratification (80% middle-range, 10% each upper/lower bounds) can improve covariate balance and reduce confounding [7]. The standardized mean difference (SMD) for each covariate should ideally be below 0.1 after matching or weighting.
[bookmark: exercises-and-assignments-1]Exercises and Assignments
Participants should implement the full preprocessing pipeline, create at least two alternative treatment definitions (bulk purchase with Quantity ≥ 12, and cross-country comparison), compute and visualize the distribution of propensity-relevant covariates across treatment groups, and document any overlap violations they observe.
[bookmark: Xcf31fade14f196f45a6ed3dba2b93fe868fd93c]Lesson 3: Propensity Score Matching and Inverse Probability Weighting
[bookmark: learning-objectives-2]Learning Objectives
Participants will estimate propensity scores using logistic regression, implement nearest-neighbor propensity score matching, construct IPW estimators for ATE and ATT, diagnose covariate balance after matching/weighting, and interpret results in the context of retail promotion effectiveness.
[bookmark: mathematical-foundations-1]Mathematical Foundations
Propensity Score. The propensity score is defined as , summarizing multiple confounding variables into a single balancing score [2]. In practice, this is estimated via logistic regression: .
PSM Estimator. The ATT via propensity score matching is: , where  is the average outcome of control units matched to treated unit  based on similar propensity scores [2].
IPW Estimator. Inverse probability weighting assigns each observation a weight inversely proportional to its probability of receiving its observed treatment: for treated units , for control units  [2]. The ATE IPW estimator is:

[bookmark: step-by-step-implementation]Step-by-Step Implementation
from sklearn.linear_model import LogisticRegression
from sklearn.neighbors import NearestNeighbors
import numpy as np

# Step 1: Estimate propensity scores
X = analysis_df[['Recency', 'Frequency', 'Monetary']].values
T = analysis_df['Treatment'].values
Y = analysis_df['Monetary'].values  # Outcome: total spending

ps_model = LogisticRegression(max_iter=1000)
ps_model.fit(X, T)
ps_scores = ps_model.predict_proba(X)[:, 1]

# Step 2: Propensity Score Matching (nearest neighbor)
treated_idx = np.where(T == 1)
control_idx = np.where(T == 0)

nn = NearestNeighbors(n_neighbors=1, metric='euclidean')
nn.fit(ps_scores[control_idx].reshape(-1, 1))
distances, indices = nn.kneighbors(ps_scores[treated_idx].reshape(-1, 1))
matched_control_idx = control_idx[indices.flatten()]

# ATT via PSM
att_psm = Y[treated_idx].mean() - Y[matched_control_idx].mean()

# Step 3: IPW Estimation
weights_treated = 1 / ps_scores
weights_control = 1 / (1 - ps_scores)

ate_ipw = (np.sum(T * Y / ps_scores) - np.sum((1-T) * Y / (1-ps_scores))) / len(Y)
R Implementation with MatchIt follows a four-step process: planning, matching, assessing match quality, and estimating the treatment effect [8]. The MatchIt package supports nearest-neighbor, genetic, optimal, and subclassification methods [8]:
library(MatchIt)
library(sandwich)
library(lmtest)

# Propensity score matching
m.out <- matchit(Treatment ~ Recency + Frequency + Monetary,
                 data = analysis_df, method = "nearest",
                 distance = "glm", ratio = 1)
summary(m.out)  # Balance diagnostics

# Extract matched data and estimate ATT
m.data <- match.data(m.out)
fit <- lm(Outcome ~ Treatment, data = m.data, weights = weights)
coeftest(fit, vcov. = vcovCL, cluster = ~subclass)
[bookmark: business-interpretation]Business Interpretation
In the retail context, the PSM estimate answers: “Among customers who were exposed to discounts, how much more did they spend compared to what they would have spent without discounts?” If the ATT estimate is positive and statistically significant, it provides evidence that the discount feature causally increases customer spending. Practitioners should note that PSM isolates the causal spending uplift by matching members with comparable non-members on observable characteristics, removing self-selection bias [9].
[bookmark: exercises-and-assignments-2]Exercises and Assignments
Participants should implement PSM with different caliper widths and compare results, create Love plots showing covariate balance before and after matching, implement stabilized IPW weights to address extreme propensity scores, and compare ATT estimates from PSM versus IPW on the same treatment definition.
[bookmark: Xc959e618e41692e3cd386cf3869a25198a0275a]Lesson 4: Double Machine Learning for Causal Feature Evaluation
[bookmark: learning-objectives-3]Learning Objectives
Participants will understand the partially linear model and its role in causal inference, implement the DML procedure with cross-fitting, apply Neyman orthogonality to achieve root-n consistent estimation, use EconML’s LinearDML for retail feature evaluation, and interpret DML estimates for pricing and marketing decisions.
[bookmark: mathematical-foundations-2]Mathematical Foundations
The Partially Linear Model. DML addresses the model:  and , where  is the causal parameter of interest,  is the outcome nuisance function, and  is the treatment nuisance function [10].
Orthogonalized Estimator. The debiased estimator uses residualized variables :

This overcomes regularization bias by partialling out the effect of  from both  and  [10].
Neyman Orthogonality. A crucial condition for DML is that the derivative of the estimating equation with respect to any nuisance parameters equals zero at the true values [11]. This ensures that small errors in estimating nuisance functions do not propagate into bias in the causal parameter estimate.
Cross-Fitting. DML employs sample splitting and cross-fitting to avoid overfitting, ensuring that the data used for estimating nuisance elements is statistically independent from the data used for estimating causal impacts [2].
[bookmark: step-by-step-implementation-1]Step-by-Step Implementation
from econml.dml import LinearDML
from sklearn.ensemble import GradientBoostingRegressor, GradientBoostingClassifier

# Define variables
Y = analysis_df['Monetary'].values          # Outcome
T = analysis_df['Treatment'].values          # Treatment
X = analysis_df[['Recency', 'Frequency']].values  # Effect modifiers
W = analysis_df[['Recency', 'Frequency', 'Monetary']].values  # Controls

# Initialize DML with flexible ML models for nuisance functions
dml = LinearDML(
    model_y=GradientBoostingRegressor(n_estimators=100, max_depth=3),
    model_t=GradientBoostingClassifier(n_estimators=100, max_depth=3),
    cv=5,  # 5-fold cross-fitting
    random_state=42
)

# Fit the model
dml.fit(Y, T, X=X, W=W)

# Get ATE and confidence interval
ate = dml.ate(X)
ci = dml.ate_interval(X, alpha=0.05)
print(f"ATE: {ate:.2f}, 95% CI: [{ci:.2f}, {ci[[2](https://us-east-1.quicksight.aws.amazon.com/sn/spaces/84476592-1994-49c4-9c2c-edc862501c3a?documentId=7d85ce44-e777-4715-a7f3-cf6b72494c1e)]:.2f}]")

# Get heterogeneous effects
cate = dml.effect(X)
Business Context: Lowe’s Case Study. Retailers like Lowe’s have applied Double Machine Learning with multiple confounders to obtain the correct sign of causal effects of business features such as marketing spend and inventory levels on sales, enabling executives to answer “what if” questions about resource allocation [3].
[bookmark: business-interpretation-1]Business Interpretation
The DML estimate of  represents the average causal effect of the treatment (e.g., discount exposure) on the outcome (revenue), after flexibly controlling for all observed confounders using machine learning. Unlike traditional regression, DML allows the confounding relationships to be arbitrarily complex while still providing valid inference on the causal parameter.
[bookmark: exercises-and-assignments-3]Exercises and Assignments
Participants should implement DML with different ML models for nuisance estimation (random forests, neural networks, LASSO), compare DML estimates with naive OLS regression estimates, perform a manual cross-fitting procedure to understand the mechanics, and apply DML to estimate the causal effect of bulk purchasing on customer retention.
[bookmark: Xceefe42b034175303d8f0172487f010af6a9b0f]Lesson 5: Causal Forests and Heterogeneous Treatment Effects
[bookmark: learning-objectives-4]Learning Objectives
Participants will understand the causal forest algorithm and honest estimation, estimate individual-level treatment effects (CATE), identify customer segments with differential treatment responses, implement causal forests using EconML and R’s grf package, and develop CATE-based targeting strategies for retail personalization.
[bookmark: mathematical-foundations-3]Mathematical Foundations
Causal Forest Estimator. The CATE is estimated by averaging over  trees: , where  is the treatment effect estimate from tree  [2].
Local Estimation with Doubly-Robust Scores. Within leaves, the estimator uses:

where  are forest-derived kernel weights,  is the estimated outcome, and  is the estimated propensity score [12].
Honest Estimation. The splitting criterion maximizes treatment effect heterogeneity between child nodes, and honest estimation uses separate samples for tree construction versus effect estimation [13]. One sample is used to construct the partition and another to estimate treatment effects for each subpopulation [13].
[bookmark: step-by-step-implementation-2]Step-by-Step Implementation
from econml.dml import CausalForestDML
from sklearn.ensemble import RandomForestRegressor, RandomForestClassifier

# Initialize Causal Forest
cf = CausalForestDML(
    model_y=RandomForestRegressor(n_estimators=100, min_samples_leaf=10),
    model_t=RandomForestClassifier(n_estimators=100, min_samples_leaf=10),
    n_estimators=2000,
    min_samples_leaf=5,
    random_state=42
)

# Fit on retail data
cf.fit(Y, T, X=X, W=W)

# Estimate individual treatment effects
cate_estimates = cf.effect(X)
cate_intervals = cf.effect_interval(X, alpha=0.05)

# Identify high-impact customer segments
analysis_df['CATE'] = cate_estimates
high_impact = analysis_df[analysis_df['CATE'] > np.percentile(cate_estimates, 75)]
low_impact = analysis_df[analysis_df['CATE'] < np.percentile(cate_estimates, 25)]
R Implementation with grf trains a causal forest that estimates  with built-in propensity score and outcome nuisance models [14]:
library(grf)

# Train causal forest
cf <- causal_forest(
  X = as.matrix(analysis_df[, c("Recency", "Frequency", "Monetary")]),
  Y = analysis_df\$Outcome,
  W = analysis_df\$Treatment,
  num.trees = 2000,
  honesty = TRUE,
  sample.fraction = 0.5
)

# Estimate CATE
cate <- predict(cf, estimate.variance = TRUE)
# Variable importance for heterogeneity drivers
varimp <- variable_importance(cf)
[bookmark: Xc934d3b4e97eb7d659524d0d56919aa0d8419d3]Business Interpretation: CATE-Based Targeting
Organizations should rank individuals by estimated Conditional Average Treatment Effects rather than predicted baseline outcomes, allocating resources to those with highest incremental responsiveness [2]. This is a crucial distinction because customers with high predicted outcomes may not be causally affected by the intervention and thus represent inefficient targets [2]. For example, a causal forest might reveal that occasional buyers (low frequency, moderate recency) respond most strongly to discounts, while loyal high-frequency buyers would purchase regardless.
[bookmark: exercises-and-assignments-4]Exercises and Assignments
Participants should train a causal forest and visualize the distribution of CATE estimates, identify the top three covariates driving treatment effect heterogeneity using variable importance, create customer segments based on CATE quartiles and profile each segment, and compare CATE estimates from causal forests with those from LinearDML.
[bookmark: Xa6b957e69416d5a6c66db094497bbe7a743eaf0]Lesson 6: Business Applications, Robustness, and Deployment
[bookmark: learning-objectives-5]Learning Objectives
Participants will apply counterfactual methods to measure real-world retail impacts, conduct robustness checks and refutation tests, translate causal estimates into ROI and business decision frameworks, and complete a capstone project integrating all methods from the workshop.
[bookmark: retail-business-applications]Retail Business Applications
Promotion Effectiveness. Uplift modeling estimates the Individual Treatment Effect of promotions, identifying which customers are causally affected by marketing versus those who would purchase regardless—enabling firms to avoid wasted spend on non-responsive segments [2]. Research applying causal ML to retailer coupon campaigns has found that only a subset of promotion categories have statistically significant positive causal effects on sales [15].
Pricing Strategy. Causal forecasting for pricing models the causal relationship between price and demand so retailers can set profit-optimal prices, using elasticity as a counterfactual concept to quantify how many additional units could be sold if prices decreased [16].
Product Recommendations. Causal inference in recommender systems addresses confounding biases (position bias, popularity bias) and enables counterfactual offline policy evaluation—estimating what would have happened under a different recommendation policy without live deployment [17].
Loyalty Programs. Propensity Score Matching isolates the causal spending uplift of loyalty membership by matching members with comparable non-members on observable characteristics such as age, income, and prior spending, removing self-selection bias [9].
[image: /home/appuser/RESEARCH_EXPORT_WORKDIR/d55c38d6-84c5-4a80-8e70-7d77eb75043a/assets/561b3ed7-6fa5-46b4-91c1-773a9a1dd280.png]
Comparison of Causal Inference Methods
Chart Explanation: This chart compares the four causal inference methods taught in the workshop across key evaluation criteria. Causal forests excel at heterogeneity detection and flexibility, while PSM offers superior interpretability. DML provides strong robustness to model misspecification. The choice of method depends on the specific retail question and data characteristics [2, 10].
[bookmark: robustness-and-refutation-framework]Robustness and Refutation Framework
The DoWhy library provides a systematic refutation framework following a four-step workflow: model, identify, estimate, and refute [4]. Key refutation tests include adding a random common cause (placebo confounder), replacing treatment with a random variable (placebo treatment), and testing subset stability. In R, robustness checks use MatchIt with sandwich standard errors for cluster-robust inference [18].
import dowhy
from dowhy import CausalModel

# DoWhy 4-step workflow
model = CausalModel(
    data=analysis_df,
    treatment='Treatment',
    outcome='Monetary',
    common_causes=['Recency', 'Frequency']
)

# Identify causal effect
identified = model.identify_effect()

# Estimate using IPW
estimate = model.estimate_effect(identified,
    method_name="backdoor.propensity_score_weighting")

# Refutation: placebo treatment
refute_placebo = model.refute_estimate(identified, estimate,
    method_name="placebo_treatment_refuter")

# Refutation: random common cause
refute_random = model.refute_estimate(identified, estimate,
    method_name="random_common_cause")
[bookmark: from-causal-estimates-to-roi]From Causal Estimates to ROI
Causal cost-benefit analysis translates estimated treatment effects into monetary terms by combining incremental causal benefits with implementation costs, enabling decision-makers to prioritize interventions with the highest net returns rather than the largest gross effects [2]. The framework proceeds as follows: (1) estimate the causal effect using the appropriate method, (2) multiply by the number of affected customers to get total incremental revenue, (3) subtract implementation costs, and (4) compute net ROI as (Incremental Revenue − Cost) / Cost.
	Method
	Best Use Case
	Key Strength
	Limitation

	PSM
	Promotion impact on similar customers
	Intuitive, transparent matching [2]
	Requires strong overlap

	IPW
	Population-level ATE estimation
	Uses full sample, no data discarded [2]
	Sensitive to extreme weights

	DML
	Complex confounding with ML flexibility
	Root-n consistent, model-agnostic [10, 2]
	Requires correct functional form for 

	Causal Forests
	Heterogeneous effects across segments
	Non-parametric CATE, honest inference [2, 13]
	Computationally intensive


Table: Comparison of Causal Inference Methods for Retail Feature Evaluation
[bookmark: capstone-project]Capstone Project
The capstone project requires participants to conduct an end-to-end counterfactual feature evaluation using the UCI Online Retail dataset. Participants must define a business question (e.g., “What is the causal impact of cross-selling recommendations on customer lifetime value?”), preprocess the data and construct treatment/control groups, apply at least three of the four methods (PSM, IPW, DML, Causal Forests), conduct robustness checks using DoWhy refutation, translate findings into a business recommendation with ROI estimates, and present results to a simulated stakeholder audience. The project should demonstrate that participants can move from raw retail data to actionable causal insights, following the complete pipeline from data preparation through business interpretation.
[bookmark: exercises-and-assignments-5]Exercises and Assignments
Participants should implement the full DoWhy refutation pipeline for their preferred treatment scenario, compute the ROI of a hypothetical discount campaign using their causal estimates, write a one-page executive summary translating CATE estimates into a customer targeting strategy, and compare results across all four methods to assess sensitivity of conclusions to methodological choices.
[bookmark: summary-and-recommended-resources]Summary and Recommended Resources
This six-lesson curriculum provides a complete pathway from causal inference foundations to advanced heterogeneous treatment effect estimation applied to retail feature evaluation. The progression ensures that participants build intuition before encountering mathematical complexity, and that every method is grounded in practical retail applications with real data.
	Lesson
	Core Method
	Key Formula
	Retail Application

	1
	Potential Outcomes
	 [2]
	Framing causal questions

	2
	Data Engineering
	RFM features, treatment construction [6, 3]
	Dataset preparation

	3
	PSM & IPW
	$e(X) = P(W=1
	X)$ [2]; $_{IPW}$ [2]

	4
	DML
	 with cross-fitting [10, 2]
	Pricing & marketing ROI

	5
	Causal Forests
	 [2, 12]
	Customer segmentation

	6
	Integration
	Refutation + ROI [4, 2]
	Business deployment


Table: Workshop Curriculum Summary by Lesson
The recommended technology stack includes Python (scikit-learn, EconML, DoWhy) and R (grf, MatchIt) [4, 19, 14, 8]. Participants completing all six lessons and the capstone project will be equipped to design, implement, and interpret counterfactual feature evaluations in any retail or e-commerce setting, moving beyond correlation-based feature importance to true causal impact measurement.
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